
Université de Montréal

Modelling the average behaviour of a sample of

curves with Bayesian regression splines

par

James Merleau

Jean-François Angers

Luc Perreault

Anne-Catherine Favre

Département de mathématiques et de statistique

Faculté des Arts et des sciences

December 2008



Abstract

This paper is concerned with modelling longitudinal data nonparametrically in a Bayesian

context. We develop a methodology, based on free-knot regression splines, in which the

observations arise from a class of distributions that includes the continuous distributions

of the exponential family. Approximations of the marginal distribution of the data are

considered since this distribution plays a key role in the MCMC algorithm used to explore

the space of knot con�gurations. A strategy is proposed to discriminate which statistical

distribution is the most adequate for a given data set. The methodology is applied to a

hydrological sample of curves.

Cet article étudie la modélisation non-paramétrique de données longitudinales dans un

contexte bayésien. Nous développons une méthodologie, basée sur les splines de régression,

selon laquelle les observations proviennent d'une classe de distributions continues qui inclut

celles de la famille exponentielle. Di�érentes approximations de la distribution marginale des

observations sont étudiées puisque celle-ci joue un rôle important dans l'algorithme MCMC

utilisé pour explorer l'espace des con�gurations nodales. Une stratégie pour déterminer la

distribution statistique la plus adéquate pour une collection d'observations donnée est aussi

mise de l'avant. La méthodologie est appliquée à un échantillon de courbes hydrologiques.



Key words: Bayesian free-knot regression splines, nonparametric function estimation,

MCMC reversible jump, Schwarz information criterion, Laplace approximation, g-priors.

1 Introduction

In many scienti�c disciplines, researchers are faced with the task of modelling longitudinal

data which consist of repeated measurements of a response variable on an experimental unit.

This situation often occurs in life sciences and environmental sciences where measurements

are made through time. For long sequences of longitudinal data, such as atmospheric vari-

able measurements which can span several years, it is possible to use time series methods

that take into account the seasonality of the series or functional data analysis approaches

which consider each yearly series as a function. This latter methodology, set in a Bayesian

framework, is the one we adopt in this paper by using a nonparametric method to capture

the shape of yearly series. Our research motivation stems from a hydrological problem for

which we seek to capture the average behaviour of weekly water �ows and although the

statistical model is constructed for this purpose, the methodology can easily be adapted to

model a single curve. The functional representation of a sequence of water �ows is called a

hydrograph, and Figure 1 shows a sample of yearly hydrographs that have been landmark

registered in order to make them similar relative to the time at which salient features happen

(for details, see Merleau et al. (2007) and references therein). This data set represents a typ-

ical example of a sample of curves for which we want to model the average nonparametrically

and our approach will be studied on this sample in the application section.

Nonparametric methods to model data have evolved signi�cantly during the last few

decades with the advent of several powerful automated techniques. Smoothing splines (Hastie

and Tibshirani, 1990; Wahba, 1990; Green and Silverman, 1994), automated free-knot re-

gression splines (Smith and Khon, 1996; Denison et al., 1998), penalized regression splines

(Eilers and Marx, 1996; Ruppert et al., 2003) and wavelets (Donoho and Johnstone, 1994;

Ogden, 1997), all constitute examples of these automatic methods. Some of these techniques

have only been studied when the observations are considered to be normally distributed,
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Figure 1: A sample of 42 landmark registered yearly hydrographs with weekly measurements

from a watershed situated in northern Québec.

while others have been extended to distributions belonging to the exponential family. For

example, smoothing splines, which consist of placing knots at each data point and penalizing

for the curvature of a �t through a smoothing parameter, have been extended to exponential

families by the penalized log likelihood approach (chapter 6 of Hastie and Tibshirani (1990),

and chapter 5 of Green and Silverman (1994)). The MCMC driven methods for automated

free-knot regression splines mentioned above concentrated on the normal distribution in a

Bayesian context. The methodology of Denison et al. (1998) was put in a more formal setting

and improved in DiMatteo et al. (2001), who also extended the approach to nonparametric

Poisson regression.

In this paper, we use a Bayesian probabilistic model based on free-knot regression splines

to capture the average behaviour of a sample of curves when no auxiliary information is

available. Free-knot regression splines are used since they represent one of the most e�cient
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nonparametric modelling tools with regards to parsimony, a desired property in our modelling

context. The di�culty of �nding adequate knot con�gurations, which de�ne the basis that

models the data, is addressed through a reversible jump MCMC algorithm that explores the

posterior distribution of the knot con�gurations in a similar fashion to the approaches of

Denison et al. (1998) and DiMatteo et al. (2001). We develop a fairly general methodology

in which the observations are thought to arise from a class of distributions that includes the

continuous distributions of the exponential family; more speci�cally, we consider continuous

distributions for which the mean and the variance possess a relation of the following type :

variance ∝ {mean}p, where p = 0, 1, 2, 3. Since the marginal distribution of the data plays a

key role in the evolution of the reversible jump MCMC and since it is not explicit in general,

some approximations are studied. In doing so, we extend some of the results of Raftery

(1996) in which the author considered marginal distribution approximations for generalized

linear model selection purposes. Finally, we propose a method to determine the statistical

distribution, from the aforementioned class, which is best suited to model a given data set.

The Bayesian probabilistic model and its rami�cations are exposed in the next section, while

the third section presents an application of the proposed methodology to hydrographs.

2 Statistical model

Our methodology is closely related to that of generalized linear models (McCullagh and

Nelder, 1989; McCulloch and Searle, 2001) and we therefore adopt the terminology associated

with this class of models. The next two subsections cast our statistical problem in this

framework by describing the observational random component, the systematic component

and the link function. The third subsection gives the prior distributions of the parameters,

while the fourth discusses sampling from the posterior distribution of knot con�gurations

and model selection. Finally, estimation issues and the construction of approximate credible

sets are addressed in the last subsection. For alternative treatments of generalized linear

models in a Bayesian setting, the interested reader can refer to Albert (1988), Gelman et al.

(1995), and West and Harrison (1998).
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2.1 Random component: statistical distribution of the observations

We assume that we have a sample of N curves at our disposal and that each of these share

a common period of time over which the measurements are taken. For a given curve i

(i = 1, . . . , N), we have the following data

(x1, yi1), . . . , (xj, yij), . . . , (xn, yin),

where xj represents the time associated with the response variable yij. The xj's are taken

to be �xed and we consider the yij's as random variables to be modelled.

We make the hypothesis that the observations of a given curve i are conditionally inde-

pendent and that the joint distribution of the data, yi = (yi1, . . . , yij, . . . , yin)′, belongs to

the following family of distributions

f(yi|ζi,φi) =
n∏
j=1

exp {φij [ζijzij − ψ(ζij)] + κ(yij, φij)} , (1)

where zij is the value of a one-to-one function, z(·), evaluated at yij, ζi = (ζi1, . . . , ζij, . . . , ζin)′

represents the vector of canonical parameters, φi = (φi1, . . . , φij, . . . , φin)′ is the vector of

precision parameters; the functions ψ, κ, and z de�ne the di�erent statistical distributions.

When z(·) is the identity function, this family of distributions corresponds to the exponential

family and although we are not interested in studying a wide variety of data transformation

functions, this framework is useful for what follows. Considering the individual curves to be

independent, the joint distribution of all the curves, y = (y′1, . . . ,y
′
i, . . . ,y

′
N)′, is given by

f(y|ζ,φ) =
N∏
i=1

f(yi|ζi,φi) =
N∏
i=1

n∏
j=1

exp {φijηij + κij} , (2)

where we de�ne ηij = η(yij, ζij) = [ζijzij − ψ(ζij)] and κij = κ(yij, φij) to simplify the

notation.

As mentioned above, we want to model the average process of a sample of curves and

we thus take the canonical parameter at each measurement time to be the same for all the

experimental units; furthermore, we consider a global precision parameter. More speci�cally,
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we set: 1. ζij = ζj, ∀i, and 2. φij = φ, ∀i, j. These two working assumptions lead to the

following joint distribution

f(y|ζ, φ) =
n∏
j=1

exp

{
Nφη̄·j +

N∑
i=1

κij

}
= exp

{
Nφ

n∑
j=1

η̄·j + κ··

}
, (3)

where we now have η̄·j = N−1
∑N

i=1 ηij = [ζj z̄·j − ψ(ζj)], z̄·j = N−1
∑N

i=1 zij, κij = κ(yij, φ),

and κ·· =
∑

i,j κij; for what follows, we write z̄ = (z̄·1, . . . , z̄·j, . . . , z̄·n)′.

The data we wish to model are continuous and we therefore consider the following dis-

tributions: normal (N ), gamma (G), inverse gaussian (IG), lognormal (LN ) and reciprocal

inverse gaussian (RIG). Even if our data is strictly positive and possibly skewed, we still

consider the normal distribution because of its wide use in applications. As indicated in Ap-

pendix I, each distribution possesses a speci�c relation between the mean and the variance,

namely a relation of the following type : variance ∝ {mean}p, where p = 0, 1, 2, 3. One of

our goals is to propose a framework in which it is possible to discriminate between these

di�erent variance structures. Appendix I also supplies the function η relative to the mean

µ for each distribution, as well as a decomposition of the individual functions κ, which is

necessary to specify a prior distribution for the precision parameter φ.

2.2 Systematic component and link function

In the usual generalized linear model framework, one speci�es a systematic component, i.e. a

linear combination of auxiliary variables, which is related to the mean of the random variable

through a link function. As mentioned previously, there is no auxiliary information in our

present modelling context and we therefore rely on a nonparametric method to model the

mean process. We choose to work with polynomial regression spline functions (Smith, 1979;

Friedman and Silverman, 1989; Smith and Kohn, 1996; Denison et al., 1998; DiMatteo et

al., 2001) as a basis. More speci�cally, we use M-spline functions which are closely related to

B-spline functions and only di�er in their normalizing constants. The reason for choosing M-

spline functions is that by integrating these functions, we get the so called I-spline functions

(Ramsay, 1988) which are useful for our operational purposes since there is also a practical

5



interest in the cumulative function of the data we wish to model (see Merleau et al., 2007).

With this choice, the systematic component can be written as

uj,ω =
Kω∑
k=1

βk,ωbk,ω(xj) = bω(xj)
′βω, (4)

where βk,ω represents the coe�cient of the M-spline basis element bk,ω(·), and Kω is the num-

ber of elements in the basis. In vector notation, we have bω(xj) = (b1,ω(xj), . . . , bKω ,ω(xj))
′,

a Kω× 1 vector of the basis elements evaluated at xj, and βω = (β1,ω, . . . , βKω ,ω)′, a Kω× 1

vector of parameters. Once the order l of the spline polynomial functions is �xed, the basis

elements bk,ω(·) are determined by the number of interior knots, m, and the ordered location

of these knots, r(m) = (r1, ..., rm); we summarize this information in the model parameter

ω = (m, r(m)), and the number of elements in the basis is then given by Kω = l + m. We

treat ω as a random parameter and its parameter space is explored through a reversible

jump MCMC algorithm described in section 2.4 and Appendix II. The vector of systematic

components associated with the vector of observed statistics, z̄, can be written as

uω = Bωβω, (5)

where uω = (u1,ω, . . . , un,ω)′ is a n × 1 vector and Bω = (bω(x1), . . . , bω(xn))′, a n × Kω
matrix.

For the link function, one can use the canonical link of a given distribution since it

possesses good statistical properties such as su�cient statistics which are linear in the data,

etc. Here we decide to study several link functions and we therefore also consider this aspect

of the problem as one of model selection. An important reason for doing so is that the choice

of the link function directly in�uences the marginal covariance structure of the observations

(chapter 8 of McCulloch and Searle, 2001). The following link functions are considered: the

identity link (IDL), the logarithmic link (LOL) and the inverse link (INL); more explicitely,
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we have

IDL : E
(
Z̄
)

= uω, (6)

LOL : log{E
(
Z̄
)
} = uω, (7)

INL : {E
(
Z̄
)
}−1 = uω, (8)

where the logarithm and inverse functions are applied componentwise.

2.3 Prior distributions

We consider the coe�cients of the spline functions, βω, to arise from the following multi-

variate normal distribution

βω|φω ∼ NKω

(
β0
ω, φ

−1
ω Σω

)
, (9)

where β0
ω and Σω are taken to be �xed and are speci�ed in the application section. As

shown in Appendix I, a convenient prior distribution for the precision parameter is a gamma

distribution

φω ∼ G∗ (αω, γω) , (10)

where G∗ refers to a gamma distribution with shape parameter αω and inverse scale parameter

γω. Since we consider the number of knots and their positions to be random quantities, we

also need to specify a prior distribution for the model parameter ω. Following Denison et

al. (1998), we consider the prior distribution for ω to be given by

π(ω) = π(m, r(m)) = π2(r
(m)|m)π1(m), (11)

where m ∼ P(λ)I{0,1,...,M}(m), a truncated Poisson distribution; each component ri of r
(m)

is taken to be the order statistic i from a uniform discrete distribution on a support set

containing M possible knot locations (see section 3.2.2 for more details). We therefore have

π2(r
(m)|m) = m!M−m. (12)

For a di�erent prior speci�cation for ω, see DiMatteo et al. (2001).
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2.4 Knot con�guration exploration and model selection

The practical di�culty with regression splines is the determination of `optimal' knot con�g-

urations, but as was initially shown by Denison et al. (1998), this problem can be alleviated

by using the MCMC reversible jump algorithm developed by Green (1995). As mentioned

in the introduction, some modi�cations were brought to the methodology in the paper of

DiMatteo et al. (2001). The algorithm used here employs some of the aspects of Denison et

al. (1998) and some from DiMatteo et al. (2001). The possible knot con�gurations are based

on the former as indicated by the prior distribution for ω, while the transition probabilities

are similar in spirit to the latter. As discussed in Appendix II, the transition probabilities

depend on the partial marginal distribution m(y|ω); the integration of the coe�cients of

the spline functions and the precision parameter is important for two reasons: the speed of

convergence of the chain and the fact that it simpli�es the algorithm with regards to issues

related to switching dimensions. With the distributional assumptions outlined in section 2.1,

the marginal distribution m(y|ω) does not possess an analytic form except in the normal

case; we therefore need to use an approximation and in what follows, we consider two such

approximations.

2.4.1 Marginal distribution approximations

The �rst approximation we consider for the marginal distribution, which was used by DiMat-

teo et al. (2001) in the context of Poisson nonparametric regression, relies on the information

criterion proposed by Schwarz (1978). It is given by

m(y|ω) ≈ m1(y|ω) = exp (Sω) , (13)

where Sω is Schwarz' information criterion. With the present notation, we have

Sω = Nφ̂ω

n∑
j=1

̂̄η·j + κ̂·· −
(Kω + 1)

2
log(nN), (14)

where ̂̄η·j and κ̂·· are evaluated for φ̂ω and β̂ω, the maximum likelihood estimates. The

criterion measures goodness of �t through the �rst two terms, the maximized log likelihood,
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and penalizes for model complexity via the last term, which is proportional to the number

of evaluated parameters.

Kass and Wasserman (1995) showed that this quantity can be used e�ectively to cal-

culate accurate ratios of marginal distributions, or Bayes factors (Kass and Raftery, 1995),

for nested models under the assumptions that the `regression' parameters follow a unit in-

formation prior (see section 3.2.2 below) and that the precision parameter is known. In

our context, the precision parameter is unknown but we nonetheless use this expression di-

rectly to compare its performance to that of the second approximation since it is easy and

convenient to use in practice, relying only on the maximized log likelihood.

The second approximation is based on the basic form of Laplace's approximation to an

integral. Tierney and Kadane (1986), Tierney et al. (1989), Shun and McCullagh (1995),

all discuss this basic form and higher-order approximations. We use it to approximate the

integral over the parameter space of the coe�cients associated with the spline functions.

After performing this operation, the precision parameter is integrated (Appendix III pro-

vides details). With the prior distributions speci�ed in the previous section, the second

approximation to the marginal distribution is given by

m(y|ω) ≈ m2(y|ω) =

(
|Σ∗ω|
|Σω|

)1/2(
Γ(α∗ω)

(2π)Nn/2Γ(αω)

)(
(γω)αω

(γ∗ω)α∗ω

)
exp(t··), (15)

where

α∗ω = Nn/2 + αω, (16)

γ∗ω =
N

2

n∑
j=1

d̄∗·j +
1

2
(β∗ω − β0

ω)′Σ−1
ω (β∗ω − β0

ω) + γω, (17)

d̄∗·j = 2[s̄·j − η̄∗·j], (18)

β∗ω = argmaxβω

{
N

n∑
j=1

η̄·j −
1

2
(βω − β0

ω)′Σ−1
ω (βω − β0

ω)

}
, (19)

Σ∗ω =
(
Λ∗ω + Σ−1

ω

)−1
, (20)

Λ∗ω = −N

{
∂2

∂βω∂β
′
ω

n∑
j=1

η̄·j

}
β∗ω

= NB′ω∆∗ωBω, (21)
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and ∆∗ω is a diagonal matrix, evaluated at β∗ω. This matrix, which possesses an analytic

form, depends on the data, the statistical distribution and the link function. The quantities

t··, s̄·j and d̄·j depend on the di�erent statistical distributions, and it is interesting to note

that this last quantity is an average of individual data contributions to the deviance (see

Appendix I for the details).

This second approximation is reminiscent of the marginal distribution encountered in the

Bayesian treatment of the linear model (see Lempers (1971), Pericchi (1984), and Merleau

et al. (2007) for a very similar expression). For the usual normal linear model, we have

t·· = 0 and ∆∗ω = In. Therefore, the main di�erences between this more general expression

and the one for the linear model lie in the exponential term and the presence of the diagonal

matrix ∆∗ω in the determinant. For generalized linear models with known precision param-

eter, Raftery (1996) studied approximations of the marginal distribution based on the basic

form of Laplace's approximation. Equation (15) generalizes some of his results since the

precision parameter here is not assumed known and furthermore, we perform a `complete'

maximisation of equation (19), while Raftery (1996) only considered a single step of the

Newton-Raphson algorithm. This latter choice was made in order to directly use standard

outputs of generalized linear models software.

Although expression (15) does not seem similar to the one obtained from the Schwarz

criterion, some similarities are drawn in Appendix III. In the application section, we compare

the behaviours of m1(y|ω), based on Sω, and m2(y|ω), based on Laplace's approximation.

2.4.2 Knot con�guration selection

The MCMC reversible jump algorithm, detailed in Appendix II, explores the space of the

model parameter, ω, and reaches a stationary distribution once convergence is attained. The

mode ω† of the converged chain is used as an `optimal' knot con�guration and this constitutes

our selected knot con�guration. Although it would be possible to average the output of the

MCMC algorithm in a fashion similar to that of DiMatteo et al. (2001), we choose to select

a knot con�guration for operational purposes, i.e. to have a model in the parameter space of
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the spline coe�cients. In practice, the mode of a given chain is determined by �rst �nding

the mode of the posterior distribution of m, the number of knots, which we write as m†;

once this mode is established, the mode of the knot con�gurations containing m† knots is

determined, and these two results give ω†.

2.4.3 Selection of an adequate statistical distribution and link function

In order to compare the set of distributions and link functions given in sections 2.1 and 2.2,

we propose to use ratios of marginal distributions evaluated at the modes ω† of the converged

chains. This is similar in spirit to Bayes factors (Je�reys, 1961; Kass and Raftery, 1995)

which compare two models through the ratio of their marginal distributions, and which can

be interpreted as the weight of evidence in favour of a model relative to another. Strictly

speaking, in our modelling context, we would need to integrate over the space of ω to get the

full marginal distribution and then calculate the Bayes factors. We nonetheless think that

the modal evaluation of the marginal distribution supplies reasonable information concerning

the adequacy of a given model.

To indicate that the ratios are evaluated at the modal quantities of ω, we write

BF †(A,B) =
m(A)(y|ω†)
m(B)(y|ω†)

, (22)

where m(A)(y|ω†) and m(B)(y|ω†) are the marginal distributions of the two models A and B,

evaluated at their respective modes; a statistical distribution and a link function determine

each of these models. In the application section, we study these ratios with the two marginal

distribution approximations given above.

2.5 Function estimation and approximate credible sets

Our Bayesian model yields approximate posterior distributions for the parameters of the

spline functions, βω, and for the precision parameter, φω. More speci�cally, the Laplace

approximation is equivalent to assume that βω is normally distributed as follows

βω|φω,y ∼ NKω

(
β∗ω, φ

−1
ω Σ∗ω

)
, (23)
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where β∗ω and Σ∗ω are respectively given in equations (19) and (20). Furthermore, with the

prior distribution for the precision parameter given in equation (10), we have the following

posterior distribution

φω|y ∼ G∗ (α∗ω, γ
∗
ω) , (24)

where α∗ω and γ∗ω are given in equations (16) and (17) respectively. Given this last pos-

terior distribution, it is possible to integrate the precision parameter to get the posterior

distribution of βω independent of φω:

βω|y ∼ TKω

(
2α∗ω,β

∗
ω,

(
γ∗ω
α∗ω

)
Σ∗ω

)
. (25)

We note that these posterior distributions parallel the ones obtained for the linear model

(see for example Zellner, 1971; Robert, 1994).

2.5.1 Function estimation

In our modelling context, we model the vector z̄ and as shown in equation (4), the jth

systematic component is given by uj,ω = bω(xj)
′βω. Using h(·) to denote the inverse of the

link function, we have

E(Z̄·j|βω) = hj, (26)

where hj = h (uj,ω) = h (bω(xj)
′βω). Except in the case of the identity link, the model for z̄

is not a linear function of βω and we use a Taylor series expansion of order 1 to approximate

the inverse of the link function. This yields

hj ≈ h∗j + ḣ
′
j (βω − β∗ω) , (27)

where h∗j = h (bω(xj)
′β∗ω) and ḣj =

{
∂hj

∂βω

}
β∗ω

. We then get E(Z̄·j) ≈ h∗j by taking the

expectation relative to the posterior distribution of βω.

For the untransformed data, i.e. the N (normal), G (gamma) and IG (inverse gaussian)

distributions, we have z̄ = ȳ and therefore E(Ȳ·j) = E(Z̄·j) ≈ h∗j . For the LN (lognormal)

and RIG (reciprocal inverse gaussian) distributions, the data is transformed by applying the

logarithm and inverse functions respectively; in these two cases, z̄ thus represents the average
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of the logarithm and inverse of the data. To get a representation for the untransformed data,

we use the expressions for the mean given in Appendix I and a Taylor series expansion as

above; in this case, it is important to note that the mean on the untransformed scale depends

on the precision parameter φω. Writing the function for the mean as g(·), we then have

E(Ȳ·j|βω, φω) = gj, (28)

where gj = g
{
E(Z̄·j|βω), φω

}
= g {hj, φω}. The Taylor series expansion now gives

gj ≈ g∗j + ġ′j
{

(βω − β∗ω)′ , (φω − φ∗ω)
}′
, (29)

where g∗j = g
{
h∗j , φ

∗
ω

}
, ġj =

{(
∂gj

∂hj

)(
∂hj

∂βω

)′
,
∂gj

∂φω

}′
β∗ω ,φ

∗
ω

, and φ∗ω = α∗ω/γ
∗
ω, the expectation

of φω under the posterior distribution given in (24). Taking the expectation relative to the

posterior distributions given in equations (23) and (24) yields: E(Ȳ·j) ≈ g∗j .

2.5.2 Approximate credible sets

We are also interested in constructing credible sets for the sample of curves under study.

Simultaneous credible sets can be obtained fairly directly for the case of the normal distribu-

tion and the identity link (see for example Merleau et al., 2007), but for other distributions

and link functions one needs to construct approximate credible sets.

The approximate credible sets can be obtained from the Taylor series expansions of

equations (27) and (29), and the posterior distributions of (23), (24) and (25). For E(Z̄·j),

simultaneous 100(1− δ)% credible sets are constructed from equation (27) and the posterior

distribution given in equation (25). They are given by

h∗j ±
{
Kω

(
γ∗ω
α∗ω

)
ḣ
′
jΣ
∗
ωḣjFKω ,2α∗ω(δ)

}1/2

, (30)

where FKω ,2α∗ω(δ) represents the 100(1−δ)th percentile of Fisher's F distribution with degrees

of freedomKω and 2α∗ω. These approximate simultaneous credible sets can be used for E(Ȳ·j)

in the case of the N , G and IG distributions.

Concerning the LN and RIG distributions, a further assumption needs to be made to

obtain simultaneous approximate credible sets for E(Ȳ·j). Since E(Ȳ·j) is a function of βω
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and φω, we assume that

θω = (β′ω, φω)
′ ∼ NKω+1

(
θ∗ω,Σ

∗
θω

)
, (31)

where θ∗ω = ((β∗ω)′, φ∗ω)′ and Σ∗θω
= Diag

{
Σ∗ω,

α∗ω
(γ∗ω)2

}
with all the other quantities de�ned

as above. This approximation is reasonable when α∗ω (de�ned in equation (16)), of equations

(24) and (25), is large, i.e. when the scale parameter of the gamma distribution and the

degrees of freedom of the multivariate Student's t distribution are large. Finally, using

equation (29), one gets the following simultaneous 100(1− δ)% credible sets

g∗j ±
{
ġ′jΣ

∗
θω
ġjχ

2
Kω+1(δ)

}1/2
, (32)

where χ2
Kω+1(δ) represents the 100(1 − δ)th percentile of a χ2 distribution with degrees of

freedom Kω + 1.

3 Application

In hydrology, a time series of considerable interest is the one made up of water �ows. This

data needs to be modelled e�ectively and accurately in order to make important decisions

concerning water management, but also to prevent environmental and human casualties

which could happen as a consequence of extreme events. Since the typical shape of a water-

shed's hydrographs is often of interest for various operational purposes, we now apply the

statistical model developed in the previous section to capture the average behaviour of the

sample of yearly hydrographs shown in Figure 1.

As pointed out in section 2.1, our modelling framework enables us to consider a variety

of continuous distributions which possess di�erent structures of dependence between the

variance and the mean. Several distributions that we consider have been used in the past

to model water �ow data. The G and LN distributions are discussed in Gumbel (1958) and

Markovic (1965), while the IG distribution was used for this purpose by Folks and Chhikara

(1978); for a more recent general discussion, the reader can refer to Aksoy (2000). These

distributions were studied in this context because the variable of interest is often skewed
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to the right. As mentioned in section 2.1, we also analyze the N distribution since it is

often used in smoothing problems; �nally the RIG distribution is considered because its

support is stricly positive and it can be seen as a middle ground between the N distribution,

no dependence between the mean and the variance, and the G and LN distributions that

possess a quadratic dependence (see Appendix I for details).

3.1 Hydrological data

A sample of 42 yearly hydrographs with weekly measurements from a watershed in northern

Québec is shown in Figure 1; this is the sample for which we want to model the average

nonparametrically. In total, we have a sample of 53 yearly hydrographs covering the period

which extends from 1950 to 2002. The �rst 11 annual hydrographs are known to be of

lesser quality since the data have been reconstructed from auxiliary information, and we

use these to specify our prior distributions (see section 3.2.2); our e�ective sample of curves

thus contains the 42 yearly hydrographs shown in Figure 1. The �rst data point of each

curve corresponds to the measurement made on the �rst week of January, while the last

one to the measurement recorded on the last week of December. The �rst weeks of each

hydrograph show a steady decline in water �ow during the winter period, and the variability

across hydrographs is weak. With the advent of warmer temperatures, spring �oods begin

and a strong increase in water �ow is observed when the accumulated snow starts melting. A

spring �ood is characterized by a global maximum and can also possess secondary peaks from

heavy rainfalls during this time of the year. In Figure 1, the global maxima of the spring

�ood for the di�erent hydrographs happen simultaneously since the hydrographs have been

registered. Although the spring �oods all share a common global structure, it is clear that

the variability of water �ows is high for this period. After the spring �ood is over, water �ow

is mainly governed by rainfall during summer and autumn. The autumn maxima happen

simultaneously on the �gure since these features were also used to perform the registration.

The variability across hydrographs is also considerable during the summer and autumn weeks,

due to the random nature of important rainfall events. Finally, at the end of the domain,
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water �ow starts decreasing again at the onset of winter.

3.2 Model speci�cations

3.2.1 Spline basis

The order l of the spline functions which form the modelling basis needs to be speci�ed in

order to apply our method, and although we could treat this quantity as a parameter to be

estimated in the procedure, we will consider it to be �xed as is usually done in practice. We

choose to work with M-spline functions of order l = 3 which means that the basis elements

are quadratic by parts.

3.2.2 Prior distributions

We �rst note that if one uses the marginal distribution approximation based on the Schwarz

criterion, it is not necessary to specify prior distributions in order to explore knot con�gura-

tions through the MCMC algorithm. DiMatteo et al. (2001) nonetheless justify this approach

by specifying only the covariance structure of the coe�cients of the spline functions, which

they take to be a unit information prior (see below for details).

In our present modelling context, it is possible to specify the parameters of the prior

distributions since we have data of lesser quality which contains information about the curves

we wish to model. In the same fashion as before, we write y0 to represent the vector made

up of the N0 = 11 yearly hydrographs of lesser quality. The prior location parameter β0
ω

is obtained as the maximizer of
∑n

j=1

[
ζj z̄

0
·j − ψ(ζj)

]
, which has the same form as the �rst

term of the joint distribution given in (3) but where it is now applied to the prior sample.

Concerning Σω, we consider the two following structures: (a) Σω = (cN0B
′
ωBω)

−1
and (b)

Σω = (cN0)
−1IKω . The multiplicative factor cN0 is chosen to indicate that the number of

hydrographs in the prior sample is multiplied by a factor c varying between 0 and 1; when

c = 0, the prior information is null since the covariance matrix is in�nite, while for c = 1,

each curve in the prior sample contributes as much as a curve in the e�ective sample. In

the context of linear models, the structure given in (a) is a form that was �rst suggested by
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Zellner (1986) under the name of g-priors. It was later used in a theoretical framework by

Kass and Wasserman (1995) who called it the unit information prior when cN0 = 1/n, since

the prior information regarding the regression parameters then contributes the weight of one

observation, and Pauler (1998); in a more applied setting, Smith and Khon (1996) used this

form of covariance structure. The form given in (b) implies that a priori we consider the

coe�cients of the spline functions to be independent and re�ects a form of ignorance.

The prior parameters for the distribution of the precision parameter are determined in

the same manner as above. The shape parameter is given by αω = c(nN0/2), while the scale

parameter is

γω = c

{
N0

2

n∑
j=1

d̄0
·j

}
, (33)

where d̄0
·j = 2[s̄0

·j − η̄0
·j], as in equation (18), and η̄0

·j is evaluated at β0
ω. It should be noted

that for each knot con�guration ω, explored in the MCMC algorithm, the prior distributions

are recomputed accordingly. For the numerical implementation, we take c = 1/N0 and the

average of the N0 curves thus contributes the weight of one curve in the global model.

The prior speci�cation of M , the number of possible knot positions, is taken to be twice

the number of data points and the support consists of equally spaced potential knot positions

which cover the domain of the data. Furthermore, similar to the approach of Denison et al.

(1998), we put a constraint on the proximity of interior knots; more speci�cally, we constrain

the knots in order that there is at least one data point between adjacent knots. Since we know

our data forms a continuous function, there is no need for interior knot multiplicity which

would be useful when the data to be modelled features abrupt jumps. Some experimentation

has been conducted as regards to the number of equally spaced possible knot positions and

it was found that the quality of modelling was not seriously a�ected by the �neness of the

grid.

3.3 Results

The MCMC reversible jump algorithm is implemented in the following way. The di�erent

algorithms are run for 5000 iterations and we consider the �rst 2500 to constitute the burn-in
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period; the last 2500 iterations are used to determine the mode of the knot con�gurations.

We study 3 types of algorithms for a given distribution and a given link function. The �rst

one uses the transition probabilities based on m1(y|ω), the Schwarz criterion approximation;

in this instance, we write the mode of the knot con�guration as ω†1. The other 2 algorithms

rely on m2(y|ω) to calculate the transition probabilities. In this case, we study two di�erent

prior covariance structures for the coe�cients of the spline functions and we write the modes

as ω†2a and ω
†
2b corresponding to the covariance structures speci�ed above.

3.3.1 Model selection

Table 1 gives the logarithm of the ratio of the partial marginal distributions evaluated at

the corresponding modes of the converged chains. For a given column, the models are

compared to a reference model which is taken to be the normal distribution with the identity

link function (N , IDL), i.e. the standard linear model. Positive values indicate better

performance than the reference model, while negative values indicate the opposite. Table 1

also presents, in parentheses, the number of knots of the `best' or modal model for a given

distribution and a given link function.

According to these results, the `best' model for all the selection criteria is the lognormal

distribution (LN ) with the identity link (IDL); although the other links for this distribution

also give high values, we still only consider the highest values since we want the procedure to

be automatic for operational purposes. If we only look at the best link for each distribution,

we �nd that the distributions are ordered in the following way: LN , G, IG, RIG, and

N . For the studied sample of curves, it thus appears that a distribution with a variance

proportional to the square of the mean represents the best distribution, i.e. the LN and the

G distributions.

For a given distribution, we �nd that in the normal case, the best link is the identity for

both log(BF †2a) and log(BF †2b), while the logarithmic link is slightly better for log(BF †1 ). For

the gamma distribution, the highest values are obtained for the logarithmic link and this is

true for all the selection criteria; for the inverse gaussian, the inverse link constitutes the
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best link according to all the criteria. Finally, for the reciprocal inverse gaussian, we �nd

that the best link function is always the logarithmic link.

Table 1: Comparison of the di�erent models according to the logarithm of expression (22),

where the reference model for all the calculations in a column is B = (N , IDL). The modal

number of interior knots is also given in parentheses.

log(BF †1 ) (m†1) log(BF †2a) (m
†
2a) log(BF †2b) (m

†
2b)

IDL 0 (7) 0 (9) 0 (10)

N LOL 5 (5) -45 (5) -39 (5)

INL 1 (5) -85 (3) -80 (3)

IDL 1171 (7) -5799 (4) -7459 (21)

G LOL 1174 (6) 1191 (7) 1188 (12)

INL 1170 (6) 1147 (4) 1153 (4)

IDL 977 (7) -12743 (5) -14250 (14)

IG LOL 980 (6) 564 (5) -354 (20)

INL 984 (5) 960 (5) 966 (5)

IDL 1257 (5) 1250 (7) 1251 (9)

LN LOL 1255 (5) 1241 (5) 1247 (5)

INL 1255 (5) 1229 (5) 1235 (5)

IDL 882 (7) 867 (5) 874 (5)

RIG LOL 955 (5) 928 (5) 930 (5)

INL -1557 (7) 211 (8) -591 (22)

It is instructive to look at the di�erent selection criteria separately. In the case of the

Schwarz approximation, the values in Table 1 for a �xed distribution are all very similar,

except in the case of the RIG distribution. This re�ects the fact that, in general, the spline

models are �exible enough to model the average of the sample whatever link function is

chosen. Furthermore, since this criterion does not take into account the marginal covariance
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of the observations, it is not able to discriminate the adequacy of the covariance structure

which depends on the link function. Important di�erences are nonetheless present between

several distributions, and this approximation thus seems able to determine the adequacy of

the statistical distributions.

For the other two columns, it should be noticed that certain entries have large negative

values; there are two explanations for these results. The �rst is that the chain converged to

a model con�guration which was unable to model the average curve properly, for example

the model (G, IDL) in the second column; when the chain converges to a knot con�gura-

tion that does not model the average adequately, it indicates that the chain was not able

to move to higher dimensions because of low transition probabilities associated with high

dimension models. The second explanation is that the number of knots is excessively large,

for example (G, IDL) in the third column. In this latter case, although the average curve

is well modelled, a large penalty for dimensionality is introduced. It is interesting to note

that in this case the chain manages to move to higher dimensions, which comes from the

fact that the prior covariance structure of the spline coe�cients is taken to be the identity

matrix. In a similar fashion to ridge regression, multicollinearity e�ects are attenuated with

this covariance structure and higher dimensional models can be obtained.

3.3.2 Function estimation and approximate credible sets

Figure 2 shows the estimated functions associated with the best link functions, according

to the criteria given in Table 1, for the N , G, and IG distributions, i.e. the distributions

for which the data is not transformed. The only exception to this rule is in the case of the

normal distribution according to the selection criterion based on the Schwarz approximation.

In this instance, we also consider the identity link function since it is the best link for the

other selection criteria and for comparative purposes. The modal knot con�gurations of each

of the Markov chains are also displayed at the bottom of Figure 2. For the cases shown,

all the algorithms model the average very well by capturing the spring �ood and the global

behaviour of the data. The (N , IDL) model seems to give the best �t since it captures

20



0 5 10 15 20 25 30 35 40 45 50

0

500

1000

1500

2000

2500

3000

Time

W
ee

kly
 fl

ow
 (m

3 /s
)

0 5 10 15 20 25 30 35 40 45 50

0

500

1000

1500

2000

2500

3000

Time

W
ee

kly
 fl

ow
 (m

3 /s
)

(a) N , IDL (b) G, LOL

0 5 10 15 20 25 30 35 40 45 50

0

500

1000

1500

2000

2500

3000

Time

W
ee

kly
 fl

ow
 (m

3 /s
)

(c) IG, INL

Figure 2: Function estimation for di�erent distributions and link functions. The open circles

represent the weekly average of the sample of curves, while the crossed circles at the bottom

represent the modal knot con�gurations. From bottom to top, these are ω†1, ω
†
2a, and ω

†
2b;

the corresponding models are dashed, dot-dashed, and dotted respectively.
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(a) LN , IDL, transformed scale (b) RIG, LOL, transformed scale
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Figure 3: Function estimation for di�erent distributions and link functions. The open circles

represent the weekly average of the sample of curves, while the crossed circles at the bottom

represent the modal knot con�gurations. From bottom to top, these are ω†1, ω
†
2a, and ω

†
2b;

the corresponding models are dashed, dot-dashed, and dotted respectively.
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the spring and autumn �ood peaks. The (G, LOL) model falls a bit short concerning these

two maxima but nonetheless performs well globally, while the combination (IG, INL) fully

replicates the spring maximum but has di�culty with the autumn peak because it appears

to over smooth the summer-autumn period.

Figure 3 gives the estimated functions corresponding to the best link functions for the

LN and RIG distributions according to the criteria given in Table 1. The results for both

the transformed and the untransformed scales are presented since the systematic component,

or the spline functions, model the former, while the latter is the scale of interest in practice.

Furthermore, it is interesting to see how the spline functions perform on the transformed

scale for which the sample average can exhibit di�erent features from those obtained on the

untransformed scale. For the lognormal distribution, the results on both the transformed

and the untransformed scales are very adequate. Concerning the reciprocal inverse gaussian

distribution, the models seem to perform fairly well on the transformed scale, but appear to

be the least adequate models on the untransformed scale.

For a given distribution and a given link function, in both Figures 2 and 3, it is important

to note the similarity of the �ts for the di�erent modal knot con�gurations and also the fact

that all of these basically superpose each other. Since the modal quantities exhibit some

variability, this con�rms the fact that many spline solutions can give an adequate �t to a

data set.

Figures 4 and 5 show approximate credible sets, constructed from the methodology ex-

posed in section 2.5.2, for the combinations of distribution and link function shown in Figure

2. Figure 4 displays the credible sets for ω†2a, while Figure 5 presents those obtained from

ω†2b. The credible sets have been truncated at zero since water �ow measurements are always

positive. Although it is not of major importance in this study since the main interest of the

model does not lie in these regions, we notice the boundary e�ects of the spline basis; this

could be avoided by putting di�erent constraints on the boundaries of the domain by using

natural splines for example (Ruppert et al., 2003).

It is insightful to look at the individual cases of Figure 4 separately to understand the
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(c) IG, INL

Figure 4: Approximate credible sets (bold dashed lines), obtained from the method described

in section 2.5, for the models corresponding to ω†2a of Figure 2. The sample of hydrographs

are shown as dotted lines, while the full bold line represents the function estimate.
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Figure 5: Approximate credible sets (bold dashed lines), obtained from the method described

in section 2.5, for the models corresponding to ω†2b of Figure 2. The sample of hydrographs

are shown as dotted lines, while the full bold line represents the function estimate.
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di�erences in the credible sets. The model (N , IDL) clearly exhibits the independence

of the mean and variance associated with the normal distribution; for a global precision

parameter that represents the inverse of a constant variance, this leads to credible sets which

are too wide in certain parts of the domain, such as the winter period, and that probably

underestimate the spread of the data in highly variable regions such as the spring �ood.

On the other extreme, the dependence between the variance and the mean of the inverse

gaussian is cubic (see Appendix I), and this is re�ected markedly in the �ood region where

the credible sets become quite large. The model (G, LOL) seems to capture satisfactorily

the observed variability of the hydrographs compared with the two preceding models.

Figure 5 exhibits the same type of behaviours as the ones indicated above, although some

di�erences can be put forward. The contribution of the design matrix to the covariance

structure, through the matrix Λ∗ω (see sections 2.4.1 and 2.5), can increase the variance

substantially when more knots are present in a certain region of the domain. For example,

if we compare the autumn regions of the (N , IDL) models shown in panel (a) of Figures 4

and 5, we notice that the width of the credible sets of the former is greater than those of

the latter. This happens because of an extra knot in this region which can be seen in Figure

2. Another instance of this can be seen for the models (G, LOL) in the region of the spring

�ood. The credible sets shown in Figure 5 (b) are wider than those of Figure 4 (b), which

again happens because of extra knots (see panel (b) of Figure 2).

Figures 6 and 7 present approximate credible sets for the combinations of distribution

and link function shown in Figure 3. Figure 6 displays the credible sets for ω†2a, while

Figure 7 gives those obtained from ω†2b. The credible sets for both the transformed and

untransformed scales are shown. We see that the credible sets for the lognormal distribution,

on the transformed scale, possess roughly a constant width throughout the domain and they

seem to adequately cover the data on the logarithmic scale. For the reciprocal inverse

gaussian distribution, the variance is proportional to the cube of the mean on the reciprocal

scale and the credible sets appear to be too wide on the left of the domain, while being too

narrow in the middle region.
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(a) LN , IDL, transformed scale (b) RIG, LOL, transformed scale
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(c) LN , IDL, untransformed scale (d) RIG, LOL, untransformed scale

Figure 6: Approximate credible sets (bold dashed lines), obtained from the method described

in section 2.5, for the models corresponding to ω†2a of Figure 3. The sample of hydrographs

are shown as dotted lines, while the full bold line represents the function estimate.
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Figure 7: Approximate credible sets (bold dashed lines), obtained from the method described

in section 2.5, for the models corresponding to ω†2b of Figure 3. The sample of hydrographs

are shown as dotted lines, while the full bold line represents the function estimate.
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On the untransformed scales, we obtain the mean and variance relations given in Ap-

pendix I for the LN and RIG distributions, i.e. a quadratic and linear relation respectively.

The (LN , IDL) models give credible sets that are quite similar to those of the (G, LOL)

models, which re�ects their common quadratic mean-variance relation. As discussed above,

the in�uence of the covariance structure is seen in panel (c) of Figures 6 and 7, where the

e�ect on the credible sets is mostly present in the autumn period. The credible sets of the

(RIG, LOL) models are tighter than those of the (N , IDL) models but they do not capture

the full variability of the sample of hydrographs, as can be seen in panel (d) of Figures 6

and 7.

Finally to sum up the results of the application, Table 1 indicates that the LN and

G distributions appear to be the most adequate to model the sample of curves. This is

con�rmed by the approximate credible sets shown in Figures 4, 5, 6, and 7. These results

are in agreement with many hydrological studies which have used these two distributions to

adequately model water �ow data.

4 Conclusion

We have presented a formal Bayesian methodology, based on free-knot regression splines, to

model the average behaviour of a sample of univariate functional data, thought to arise from

a class of continuous distributions that includes those of the exponential family. Inspired by

Denison et al. (1998) and DiMatteo et al. (2001), we use a reversible jump MCMC algo-

rithm to explore the posterior distribution of knot con�gurations. To simplify the transition

probabilities of the Metropolis-Hastings step and also speed up the convergence of the chain,

the algorithm relies on the partial marginal distribution of the observations. Since this dis-

tribution is not explicit in the general framework, we considered two approximations, one

based on the Schwarz criterion, and a second obtained by using the basic form of Laplace's

approximation of an integral. We also put forward a way of determining the most adequate

statistical distribution for a data set and gave expressions to construct approximate credible

sets for a sample of curves.
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It should be clear that the statistical model can directly be applied to a single set of

functional data instead of a sample of curves. A direct extension of the methodology is

to generalize it to include several additive `predictors', instead of only one, as suggested in

Denison et al. (1998) in the case of the normal distribution. Since the exploration of the

knot con�gurations, which de�ne the modelling basis and therefore the design matrix, is

similar to a variable selection procedure, the methodology can also be applied for variable

selection purposes in generalized linear models.

Finally, another possible extension is to model simultaneously the mean and dispersion

processes with Bayesian free-knot regression splines in the same spirit as suggested by Mc-

Cullagh and Nelder (1989) for generalized linear models.

Appendix I: Statistical distributions

Table 2 gives explicit information about distributional quantities referred to in the main

text. The �rst two lines present the expectation and the variance of each distribution; the

second line thus shows how the variance depends on the mean and establishes the value

of the exponent p in the relation: variance ∝ {mean}p. We also see that for the LN and

RIG distributions, both the expectation and the variance depend on the precision parameter

φ. The third line relates η of the main text and the parameter µ which is modelled by

a function of the regression splines, while the fourth line gives the canonical link (CL) of

each distribution. Concerning the last two lines, they are associated with the following

decomposition of the function κ that is useful to determine a prior distribution for the

precision parameter φ. For all the distributions except the gamma distribution, the quantity

κ(x, φ) can be written as

κ(x, φ) = −φs(x) +
1

2
log(φ)− 1

2
log(2π) + t(x). (34)

For the gamma distribution, we have

κ(x, φ) = φ log(x) + φ log(φ)− log [Γ(φ)]− log(x), (35)
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Table 2: Information concerning the di�erent statistical distributions: normal (N ), gamma

(G), inverse gaussian (IG), lognormal (LN ), and reciprocal inverse gaussian (RIG) distribu-

tions.

N (µ, φ) G (µ, φ) IG (µ, φ) LN (µ, φ) RIG (µ, φ)

E (X) µ µ µ µx = exp (µ+ φ−1/2) µx = µ−1 + φ−1

V (X) φ−1 φ−1µ2 φ−1µ3 µ2
x (exp(φ−1)− 1) φ−1µx + φ−2

η(x, µ) µx− µ2

2
−x
µ
− log(µ) − x

2µ2 + 1
µ

µ log(x)− µ2

2
− 1

2µ2x
+ 1

µ

CL IDL (µ = ζ) INL (µ−1 = ζ) ISL (µ−2 = ζ) IDL (µ = ζ) ISL (µ−2 = ζ)

s(x) 1
2
x2 − log(x)− 1 1

2
x−1 1

2
[log(x)]2 1

2
x

t(x) 0 − log(x) −1
2

log(x3) − log(x) −1
2

log(x)

which displays a more complex dependence of κ relative to the precision parameter φ. We

can write (Abramowitz and Stegun, 1964)

Γ(φ) = (2π)1/2φφ−1/2exp(−φ)
{

1 +O(φ−1)
}
, (36)

and when φ is large, we obtain Stirling's approximation: Γ(φ) ≈ (2π)1/2φφ−1/2exp(−φ).

Using this latter approximation, we get the same form as the one in equation (34) and we

thus see that the common form of κ(x, φ) suggests a gamma prior for the precision parameter.

As noted by Jorgensen (1997, p. 104), using Stirling's approximation is equivalent to a

saddlepoint approximation of the gamma distribution.

With the given form of κ(x, φ), the distribution of one observation is given by

f(x|µ, φ) ∼= exp

{
−φ [s(x)− η(x, µ)] +

1

2
log(φ)− 1

2
log(2π) + t(x)

}
, (37)

where we use the symbol ∼= to indicate that the distribution is exact except in the case of

the gamma distribution. The quantity in square brackets can be related to the deviance

which is the standard measure of goodness of �t for generalized linear models. For a sample

of observations, the deviance is de�ned as twice the di�erence between the maximum log
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likelihood achievable and that achieved by a model under consideration for a �xed unit

dispersion (or precision) parameter (see chapter 2 of McCullagh and Nelder, 1989). With

the present notation, the contribution of one observation to the deviance is given by d̂ =

d(x, µ̂) = 2 [η(x, z)− η(x, µ̂)], where z = z(x) is the transformation function of the data and

µ̂ represents the maximum likelihood estimate of µ for the model under consideration. For

the distributions considered, we �nd that

[s(x)− η(x, µ̂)] =
1

2
d̂, (38)

which implies that the quantity on the left is always larger or equal to zero from the de�nition

of the deviance.

In the context of modelling the sample of curves, we use sij = s(yij), tij = t(yij), and

dij = d(yij), where this last quantity represents the contribution of the observation yij to the

total deviance. With this notation at hand, we have κij = −φsij + 1
2

log(φ)− 1
2

log(2π) + tij,

and dij = 2[sij−ηij]; therefore the joint distribution of the observations can be written under

the two following forms

f(y|ζ, φ) = exp

{
Nφ

n∑
j=1

η̄·j + κ··

}
(39)

∼= exp

{
−φ

[
N

2

n∑
j=1

d̄·j

]
+ t·· +

Nn

2
[log(φ)− log(2π)]

}
, (40)

where ∼= is again used to indicate that the expression is exact for all the distributions except

for the gamma distribution.

Appendix II : MCMC reversible jump algorithm

The MCMC reversible jump algorithm relies on a Metropolis-Hastings step at each iteration.

The acceptance probabilites of this step, as originally proposed by Green (1995), are given

by

ρt = min (1, likelihood ratio× prior ratio× proposal ratio) , (41)

for a particular move type t. In our application, the possible move types are t = a for the

addition of a knot, t = s for the suppression of a knot and t = d for the displacement of a

32



knot. In our approach, the likelihoods are replaced by the marginal distributions m1(y|ω)

or m2(y|ω), which constitute two approximations to the integration of the parameters βω

and φω. In this respect, our methodology is similar to that of DiMatteo et al. (2001), who

worked with the �rst of these approximations; Denison et al. (1998) directly considered

the likelihoods since they did not use a fully Bayesian model in the sense that no prior

distribution was assigned to βω.

The prior ratios are based on the prior distributions given in section 2.3; for example

when t = s and the model currently contains m knots, the prior ratio is given by

prior ratio =
π2(r

(m−1)|m− 1)π1(m− 1)

π2(r(m)|m)π1(m)
. (42)

Concerning the proposal ratios, care needs to be taken in order to have a balanced chain.

Writing the probabilities of choosing t = {a, s, d}, when the model contains m knots, as am,

sm and dm respectively, we have the necessary constraint: am + sm + dm = 1. Following

Denison et al. (1998), we take

am = c×min

(
1,
π1(m+ 1)

π1(m)

)
, (43)

sm = c×min

(
1,
π1(m− 1)

π1(m)

)
, (44)

which ensures that
am
sm+1

=
π1(m+ 1)

π1(m)
. (45)

The constant c determines the rate at which the dimension of the model changes and it needs

to be between 0 and 0.5 for the sum of the move type probabilities to equal one. For the

application section we use c = 0.4 like Denison et al. (1998) and DiMatteo et al. (2001).

For example, the proposal ratio for t = s, when the model possesses m knots, is taken to be

proposal ratio =
am−1/(M − Im−1)

sm/m
, (46)

where Im−1 represents the number of impossible positions when there are m − 1 knots;

the unavailable positions are �xed by constraints on the proximity of the knots. In this
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framework, for a model containing m knots, the acceptance probabilities are given by

ρa = min

(
1,
m(y|m+ 1, r

(m+1)
∗ )

m(y|m, r(m))
× M − Im

M

)
, (47)

ρs = min

(
1,
m(y|m− 1, r

(m−1)
∗ )

m(y|m, r(m))
× M

M − Im−1

)
, (48)

ρd = min

(
1,
m(y|m, r(m)

∗ )

m(y|m, r(m))

)
, (49)

where r
(·)
∗ indicates a proposed knot con�guration and r(·), the current knot con�guration.

Appendix III : Derivation of m2(y|ω)

The joint distribution, given a knot con�guration ω and taking Σ to be �xed, is

D(y,β, φ|ω) = f(y|ζ, φ,ω)π(β|β0, φ,ω)π(φ|α, γ,ω), (50)

where all subscripts ω have been removed to simplify the notation and ζ is a function

of β which depends on the distribution and the link function. We want to approximate

the integral
∫
β,φ

D(y,β, φ|ω)dβdφ. We �rst approximate the integral over the vector of

parameters β by using the basic form of Laplace's approximation. Using equation (40) and

the prior distribution for β, we can write

D(y,β, φ|ω) ∼= π(φ|α, γ,ω)φ(Nn+K)/2exp

{
−φ

[
N

2

n∑
j=1

d̄·j + q(β)

]
+ t·· + c1

}
, (51)

where ∼= is used to indicate that the distribution is exact except in the case of the gamma

distribution, q(β) = 1
2
(β−β0)′Σ−1(β−β0) and c1 = −1

2
log {|Σ|}−Nn+K

2
log (2π). Applying

Laplace's approximation, one gets

D(y, φ|ω) ≈ π(φ|α, γ,ω)φNn/2exp

{
−φ

[
N

2

n∑
j=1

d̄∗·j + q(β∗)

]
+ t·· + c2

}
, (52)

where d̄∗·j and q(β
∗) are evaluated at β∗ (given in equation (19)),

c2 = c1 −
1

2
log
{
|Λ∗ + Σ−1|

}
+
K

2
log (2π) (53)

=
1

2
log {|Σ∗|} − 1

2
log {|Σ|} − Nn

2
log (2π) , (54)
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Λ∗ and Σ∗ are respectively given in equations (21) and (20). Forgetting the prior density of

φ, writing φNn/2 in the exponential, and using equation (39), we then see that the expression

which is exponentiated possesses a form similar to the Schwarz criterion:

Nφ

n∑
j=1

η̄∗·j + κ·· −
φ

2
(β∗ − β0)′Σ−1(β∗ − β0) + c2. (55)

The �rst term is the same as that of the Schwarz criterion except for where it is evaluated

in the parameter space, while the second term is identical. The third term measures the

discrepancy between the prior location of β and the mode of the posterior distribution, and

the last term takes into account dimensionality through the ratios of determinants. We

thus see that the Schwarz criterion penalizes only for dimensionality, while the last two

terms above penalize for both dimensionality and prior information, i.e. prior location, prior

covariance and prior structure of the model. Since we work with a prior distribution for φ,

we can now integrate φ instead of using an estimate. To get the expression given in (15), we

use equation (52) and the prior distribution of φ given in section 2.3.
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