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What is Deep Learning?

modern incarnation of  
artificial neural networks

• deep learning ⊂ machine learning ⊂ Artificial Intelligence

• currently the most successful branch of A.I.

• => artificial perception & prediction (from high-dimensional input)

• => powers automated vision (recognizing objects, faces, cars), 
speech recognition, translation, …

Frank Rosenblatt’s Perceptron (1957)  
 
inspired by Donald Hebb’s theory (1943) of how connection 
strengths between two neurons evolves.  

which have an old history, rooted in neuroscience…



Neural network fields 
real & artificial

neuroscience 
      (real neural nets)  

 
goal: understanding 

how the brain works

deep learning   
    (artificial neural nets)  

 
goal: research principles to 

develop better artificial 
intelligence

theoriesdata

produces

powerful  
data-analysis 

technology

produces

theories

can inspire

enables better 
  

understanding

can challenge & provide  

 
original hypotheses

should be taking each-other seriously…



Classical statistical models 
(and a popular machine learning model)  

=> can all be seen as adjusting  
incoming synaptic weights to a  

single artificial neuron 

• Linear regression

• Ridge regression; lasso regression

• Logistic regression

• Linear Support Vector Machines (SVM)
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Linear regression model

Neural network view

each component of x weighs differently on the response.

y = f�(x) = w1x1 + w2x2 + . . . + wdxd + b

input x (features)

output

x1 x2 x3 x4 x5

w1 w2
w3 w4

w5
b

1

y
linear output neuron

layer of input neurons

Inuitive understanding of the dot product:

A linear mapping:
f�(x) = �w,x⇥ + b with parameters: � = {w, b}, w � IRd, b � IR{ dot product

{ {weight vector bias



Logistic regression
Neural network view

sigmoid(x) =
1

1 + e�x
logistic

f�(x) = fw,b(x) = sigmoid( �w,x⇥ + b){
Use a non-linear transform:

non-linearity, activation function or transfer function

input x (features)

x2 x3 x4 x5

w2
w3 w4

w5
b

1
input layerx1

sigmoid output neuron

Cross-entropy loss:
L(y, t) = t ln(y) + (1� t) ln(1� y)

If we have a binary classification task: 

We want to estimate conditional probability:

t � {0, 1}

y � [0, 1]
y � P (t = 1|x)



• compute a feature vector x for each observation we have 
features are hand-defined / crafted, chosen by experimenter 
based on his domain knowledge => « feature engineering »

• fit and use a simple standard predictive model  
(e.g. logistic regression or SVM) using features x 

Classical (shallow) machine-learning approach

Deep-learning approach

• use raw representation of observations (e.g. pixel intensities)

• fit and use a multi-layer neural network on those inputs

• => the network’s neurons learn appropriate « features » for the 
classification task by themselves.

Classical v.s. deep-learning approaches

=> always use a simple linear model as a baseline,  
before trying a more complex deep learning approach! 



Neural network with 1 hidden layer
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W is a 4 x 3 matrix 
b is a vector of size 4.

W(1) W(out)

y = s(W(out)h+ b(out))
h = s(W(1)

x+ b

(1))

At each layer, s can be one of 
many possible non-linerities: 
sigmoid, tanh, rectified-linear, 
softmax, … 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Visual cortex



• Multi-layered	architecture	inspired	by	visual	cortex.	
• Each	layer	receives	as	input	the	output	of	the	previous	layer

10

Deep (many-layered) neural network 
with fully-connected layers



How the many synaptic weights 
are adjusted (=learned)

• Parameters of the network 
𝛳 = { all synaptic weights and biases }  
=> millions or billions

• Adjusted so that network computes desired 
output (correct prediction) for given input.

• Formulated as optimization problem over  
parameters  
=> minimize prediction errors on a training 
set of examples

• Use gradient descent  
(computed by backpropagation)

• Many refinements of stochastic gradient 
descent  => active research area.  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Fonctions discriminantes linéaires

• Descente de Newton

a1

a2

J(a)

R̂�

�
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More inspiration from visual cortex
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• Neurons of one layer are not connected 
to all neurons of previous layer

• only to a subset of neighbours 
=> a local « receptive field »  
 

convolution (credit: Vincent Dumoulin)

• weight-sharing not biologically 
plausible, but statistically more 
efficient!

• Further reduce num. of parameters 
by « weight sharing »: all neurons in 
a layer look at translated receptive 
fields, using the same weight values.  
=> convolution.  

Local receptive field + weight sharing = convolutional layer



Convolutional Neural Network (CNN)  
for images

Credit: DeepID, Yi Sun et al. CVPR 2014

• alternate convolutional and spatial pooling layers

• spatial pooling yields robustness to small translations and rotations
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Figure 3: GoogLeNet network with all the bells and whistles

7

Szeged et al. 2014

RESNETS
(HE, ZHANG, REN AND SUN, 2015)
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Figure 3. Example network architectures for ImageNet. Left: the
VGG-19 model [41] (19.6 billion FLOPs) as a reference. Mid-
dle: a plain network with 34 parameter layers (3.6 billion FLOPs).
Right: a residual network with 34 parameter layers (3.6 billion
FLOPs). The dotted shortcuts increase dimensions. Table 1 shows
more details and other variants.

Residual Network. Based on the above plain network, we
insert shortcut connections (Fig. 3, right) which turn the
network into its counterpart residual version. The identity
shortcuts (Eqn.(1)) can be directly used when the input and
output are of the same dimensions (solid line shortcuts in
Fig. 3). When the dimensions increase (dotted line shortcuts
in Fig. 3), we consider two options: (A) The shortcut still
performs identity mapping, with extra zero entries padded
for increasing dimensions. This option introduces no extra
parameter; (B) The projection shortcut in Eqn.(2) is used to
match dimensions (done by 1⇥1 convolutions). For both
options, when the shortcuts go across feature maps of two
sizes, they are performed with a stride of 2.

3.4. Implementation

Our implementation for ImageNet follows the practice
in [21, 41]. The image is resized with its shorter side ran-
domly sampled in [256, 480] for scale augmentation [41].
A 224⇥224 crop is randomly sampled from an image or its
horizontal flip, with the per-pixel mean subtracted [21]. The
standard color augmentation in [21] is used. We adopt batch
normalization (BN) [16] right after each convolution and
before activation, following [16]. We initialize the weights
as in [13] and train all plain/residual nets from scratch. We
use SGD with a mini-batch size of 256. The learning rate
starts from 0.1 and is divided by 10 when the error plateaus,
and the models are trained for up to 60⇥ 104 iterations. We
use a weight decay of 0.0001 and a momentum of 0.9. We
do not use dropout [14], following the practice in [16].

In testing, for comparison studies we adopt the standard
10-crop testing [21]. For best results, we adopt the fully-
convolutional form as in [41, 13], and average the scores
at multiple scales (images are resized such that the shorter
side is in {224, 256, 384, 480, 640}).

4. Experiments
4.1. ImageNet Classification

We evaluate our method on the ImageNet 2012 classifi-
cation dataset [36] that consists of 1000 classes. The models
are trained on the 1.28 million training images, and evalu-
ated on the 50k validation images. We also obtain a final
result on the 100k test images, reported by the test server.
We evaluate both top-1 and top-5 error rates.

Plain Networks. We first evaluate 18-layer and 34-layer
plain nets. The 34-layer plain net is in Fig. 3 (middle). The
18-layer plain net is of a similar form. See Table 1 for de-
tailed architectures.

The results in Table 2 show that the deeper 34-layer plain
net has higher validation error than the shallower 18-layer
plain net. To reveal the reasons, in Fig. 4 (left) we com-
pare their training/validation errors during the training pro-
cedure. We have observed the degradation problem - the
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Figure 2. Residual learning: a building block.

are comparably good or better than the constructed solution
(or unable to do so in feasible time).

In this paper, we address the degradation problem by
introducing a deep residual learning framework. In-
stead of hoping each few stacked layers directly fit a
desired underlying mapping, we explicitly let these lay-
ers fit a residual mapping. Formally, denoting the desired
underlying mapping as H(x), we let the stacked nonlinear
layers fit another mapping of F(x) := H(x)�x. The orig-
inal mapping is recast into F(x)+x. We hypothesize that it
is easier to optimize the residual mapping than to optimize
the original, unreferenced mapping. To the extreme, if an
identity mapping were optimal, it would be easier to push
the residual to zero than to fit an identity mapping by a stack
of nonlinear layers.

The formulation of F(x)+x can be realized by feedfor-
ward neural networks with “shortcut connections” (Fig. 2).
Shortcut connections [2, 34, 49] are those skipping one or
more layers. In our case, the shortcut connections simply
perform identity mapping, and their outputs are added to
the outputs of the stacked layers (Fig. 2). Identity short-
cut connections add neither extra parameter nor computa-
tional complexity. The entire network can still be trained
end-to-end by SGD with backpropagation, and can be eas-
ily implemented using common libraries (e.g., Caffe [19])
without modifying the solvers.

We present comprehensive experiments on ImageNet
[36] to show the degradation problem and evaluate our
method. We show that: 1) Our extremely deep residual nets
are easy to optimize, but the counterpart “plain” nets (that
simply stack layers) exhibit higher training error when the
depth increases; 2) Our deep residual nets can easily enjoy
accuracy gains from greatly increased depth, producing re-
sults substantially better than previous networks.

Similar phenomena are also shown on the CIFAR-10 set
[20], suggesting that the optimization difficulties and the
effects of our method are not just akin to a particular dataset.
We present successfully trained models on this dataset with
over 100 layers, and explore models with over 1000 layers.

On the ImageNet classification dataset [36], we obtain
excellent results by extremely deep residual nets. Our 152-
layer residual net is the deepest network ever presented on
ImageNet, while still having lower complexity than VGG
nets [41]. Our ensemble has 3.57% top-5 error on the

ImageNet test set, and won the 1st place in the ILSVRC
2015 classification competition. The extremely deep rep-
resentations also have excellent generalization performance
on other recognition tasks, and lead us to further win the
1st places on: ImageNet detection, ImageNet localization,
COCO detection, and COCO segmentation in ILSVRC &
COCO 2015 competitions. This strong evidence shows that
the residual learning principle is generic, and we expect that
it is applicable in other vision and non-vision problems.

2. Related Work

Residual Representations. In image recognition, VLAD
[18] is a representation that encodes by the residual vectors
with respect to a dictionary, and Fisher Vector [30] can be
formulated as a probabilistic version [18] of VLAD. Both
of them are powerful shallow representations for image re-
trieval and classification [4, 48]. For vector quantization,
encoding residual vectors [17] is shown to be more effec-
tive than encoding original vectors.

In low-level vision and computer graphics, for solv-
ing Partial Differential Equations (PDEs), the widely used
Multigrid method [3] reformulates the system as subprob-
lems at multiple scales, where each subproblem is respon-
sible for the residual solution between a coarser and a finer
scale. An alternative to Multigrid is hierarchical basis pre-
conditioning [45, 46], which relies on variables that repre-
sent residual vectors between two scales. It has been shown
[3, 45, 46] that these solvers converge much faster than stan-
dard solvers that are unaware of the residual nature of the
solutions. These methods suggest that a good reformulation
or preconditioning can simplify the optimization.

Shortcut Connections. Practices and theories that lead to
shortcut connections [2, 34, 49] have been studied for a long
time. An early practice of training multi-layer perceptrons
(MLPs) is to add a linear layer connected from the network
input to the output [34, 49]. In [44, 24], a few interme-
diate layers are directly connected to auxiliary classifiers
for addressing vanishing/exploding gradients. The papers
of [39, 38, 31, 47] propose methods for centering layer re-
sponses, gradients, and propagated errors, implemented by
shortcut connections. In [44], an “inception” layer is com-
posed of a shortcut branch and a few deeper branches.

Concurrent with our work, “highway networks” [42, 43]
present shortcut connections with gating functions [15].
These gates are data-dependent and have parameters, in
contrast to our identity shortcuts that are parameter-free.
When a gated shortcut is “closed” (approaching zero), the
layers in highway networks represent non-residual func-
tions. On the contrary, our formulation always learns
residual functions; our identity shortcuts are never closed,
and all information is always passed through, with addi-
tional residual functions to be learned. In addition, high-
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• Lastest state-of-the-art for ImageNet object 
recognition challenge. 

• Uses “shortcut” connections that bypass the 
nonlinearity 

• Identity mapping for MLPs 
• Linear convolutions for ConvNets.

• Many CNN 
architectural variants 
have been developed

• Up to 50 layers & 
several millions of 
parameters

• Trained on imagenet 
dataset with 14 million 
images,  1000 
categories

• => efficient thanks to 
GPUs
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• Comparable	accuracy	to	humans

humain

Classifying 1000 objects 
categories in images.



Recurrent neural networks (RNN)
• Networks seen so far were « feed-forward »: without feedback connections.

• Feedback connections (linking bak to same or previous layers) introduce a 
complex time dynamic, and yield « recurrent neural nets » (RNN).

• One can conceptually « unroll » a RNN in time to view it as a deep feed-
forward network with weights shared across time steps.  

• RNNs are well suited for handling sequential data of varying length  
(e.g. audio, video sequences, or text)

• LSTM (and GRU) are RNNs with a special architecture for better gradient flow

• Neural architectures can mix convolutional, recurrent, and fully-connected layers

Feedback connection view Unrolled view (credit: Jakub Kvita )



E.g. (unrolled) RNN architecture for translation

credits:  Kyunghyun Cho



In summary a deep network is

• A rich diverse and flexible family of predictive statistical 
models capable of leveraging information present in large 
quantities of data.

• Produces a non-linear predictor     as a composition of a 
large number of simple functions (thousands or millions of 
neurons)

• Its many parameters are fitted by gradient descent using a 
training set of examples.

• Linear or logistic regression (for 2 classes) corresponds  
to fitting the parameters of a single artificial neuron.

f�



• Always need to compare performance of different model 
types and hyper-parameter configurations.

• => Using proper model selection and hyper-parameter 
tuning procedures is crucial in machine learning and deep 
learning.

• Hyper-parameters are different from learned parameters 
(synaptic weights and biases).  
Deep nets typically have many: they control architectural 
variant and optimization.  
(Compared e.g. to linear SVM that has 1).  
All need to be fully tuned.

Model and hyper-parameter 
selection methodology



Methodology
Model selection methodology

If dada is too scarce, use k-fold or leave-one-out cross-validation instead of a 
fixed validation set to evaluate different models or hyper-parameter value 
configurations.

credit: Nicolas Chapados



E.g. of hyper-parameter 
tuning curve

0,0
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6,0

1 3 5 7 9 11 13 15

Training error
Validation error

Hyper-parameter value

Hyper-parameter value yielding lowest error on validation set is 5  
(while it was 1 based on the training set)

 
over-fitting

 
under-fitting



Warnings for the data-starved
• Having gigabytes of data does not mean having many 

examples of a given task: e.g. hours of neuroimaging data 
for100 subjects is still only 100 examples of subjects for 
the purpose of classifying subjects condition (contrast with 14 
million imagenet examples).

• One can generally not hope to learn millions of parameters 
with only a few examples.  
=> Semi-supervised, transfer learning & domain adaptation 
approaches may help alleviate this by allowing to leverage large 
quantities of unlabeled or out-of-domain data.

• => Always use a simple standard model (e.g. regularized 
logistic regression or linear SVM) as a baseline.

• => Always use proper model and hyper-parameter 
selection methodology.  



Questions ?

Maintaining a research dialogue and cross-fertilization 
between AI’s artificial neural network research and 
neuroscience is key to make progress in both fields.

Conclusion 


